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Abstract
A hallmark of many skilled motions is the anticipatory nature of the balance-related

adjustments that happen in preparation for the expected evolution of forces

during the motion. This can shape simulated and animated motions in subtle but

important ways, help lend physical credence to the motion, and help signal the

character’s intent. In this article, we investigate how center-of-mass reference trajec-

tories (CMRTs) can be learned so as to achieve anticipatory balance control with a

state-of-the-art reactive balancing system. This enables the design of physics-based

motion simulations that involve fast pose transitions as well as force-based interac-

tions with the environment, such as punches, pushes, and catching heavy objects.

We also show that generating CMRTs in a reduced space may result in faster com-

putation times for similar task motions that deal with environmental interactions.

We demonstrate the results on planar human models and show that CMRTs gener-

alize well across parameterized versions of a motion. We illustrate that they are also

effective at conveying a mismatch between a character’s expectations and reality, for

example, thinking that an object is heavier than it is.
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1 INTRODUCTION

The adept control of balance is second nature to humans.

However, it is surprisingly difficult to model in simulation.

Good solutions would enable the much broader adoption of

physics-based character simulations, given the many nuances

and interactions that are effortlessly achieved using simula-

tion and are difficult to achieve using other means. Research

on balance strategies over the past two decades has largely

focused on the problems of achieving robust standing balance

and that of robust locomotion.

Balance controllers have been developed around a vari-

ety of principles, including linear momentum control, angu-

lar momentum control, model-predictive control, and virtual

model control. They vary greatly in the assumptions about

the nature of the balance or movement tasks, the abstractions

used, and their reactive or anticipative nature.

In this article, we develop a method for learning anticipa-

tory balance strategies that allow for highly dynamic motions,

such as fast pose transitions, as well as dynamic interactions

with the environment, such as what would occur during a

strong push or kick. The key to the approach lies with opti-

mizing the center-of-mass reference trajectory (CMRT), in

a way that allows the center of mass (CM) to be used in

task-specific or motion-specific ways. For example, the char-

acter can fall forward to give a large push to an object,

knowing that the reaction to the push will then also result in

balance being restored. While previous methods allow for the

use of CMRTs, this component of the control is often assigned

a fixed default value, such as keeping the CM at the center

of the support polygon, or they are initialized from motion

capture data. Thus, no practical mechanisms are provided for

creating suitable CMRTs for new motions that users may wish

to author.

We show how the CMRT can be optimized to guide

a robust linear-and-angular momentum balance controller

toward achieving several types of anticipatory behavior. We

demonstrate that CMRTs can be interpolated to achieve antic-

ipatory motions across a parameterized family of motions.

A mismatch between the character’s expectation and reality
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is also effectively conveyed using the anticipatory balance

strategies. All our results are for planar motions, although

we expect that they will generalize well to three-dimensional

(3D) motions.

2 RELATED WORK

The control of balance has been a topic of interest in computer

animation, robotics, and biomechanics for several decades.

In this review, we touch on the most closely related work

and in particular work related to animation and physics-based

character simulation.

Linear momentum regulation is a simple and prevalent

strategy for balance control. In its simplest form, this can take

the form of a virtual spring-and-damper to compute the force

required to pull the CM to a desired position and velocity.

This force can then be realized using internal joint torques that

are most commonly computed using the Jacobian transpose

or similar abstractions [1–4]. When motions are derived from

motion capture data, the existing CM trajectory is commonly

used as a reference, and the parameters of the controllers can

be optimized to yield the best overall behavior for a given

motion or set of motions [5,6].

Balance controllers can also be designed around optimized
inverse dynamics methods, which either uniquely solve for or

optimize for the joint torques at a given time step so as to

achieve a combination of task goals and balance goals. This

type of approach was first developed more than two decades

ago [7] and has since been extended in many ways that typ-

ically solve a quadratic program (QP) optimization at each

time step [8–13]. The control behaviors are authored indi-

rectly through the design of the objective functions, and the

regulation of the linear momentum is typically one of the

key objectives. Because these methods optimize for the cur-

rent time step, they cannot anticipate the upcoming motion

except for the anticipation that is effectively designed into the

objective function.

More recently, methods regulating angular momentum have

been developed, which demonstrate impressive balance capa-

bilities [6,11,14]. Our work further enhances the capabilities

of this control strategy by allowing for anticipatory behav-

ior, as implemented via a motion-specific or task-specific

optimization of the reference CM trajectory. This allows

for balance during more dynamic motions and for motions

that involve significant force-based interactions with the

environment.

Model-predictive control is another common methodology

for balance control. This offers anticipatory control, as it

involves solving for state trajectories and action trajectories

for a forward-looking window of time. If this can be computed

efficiently, the plan can be recomputed at every time step, that

is, online, so as to cope with unforeseen events as they arise. In

the context of humanoid balance control, zero-moment point

preview control [15,16] is the most well-known example, and

this has been applied with success in many humanoid robot

controllers. The trajectories of the CM and center of pressure

(CP) are both treated as free variables and are optimized to

satisfy objectives such as minimal CP excursion and mini-

mal jerk. The simplest versions of the problem can be solved

analytically for a point-mass model that remains at a constant

height, while more complex versions are often posed as QPs,

which often can be solved online. In another recent work, an

efficient algorithm to perform online trajectory optimization

has been proposed to synthesize complex human behavior,

such as getting up from an arbitrary pose on the ground [17].

This method requires smooth differentiable evaluation func-

tions. Zordan et al. [18] also present a strategy for generating

CM reference trajectories that employs a contact-aware QP

optimization technique to generate the joint torques over a

simplified model. They generate the reference trajectories for

a class of motions with ballistic phases, as well as trajectories

for other features such as the inertia.

In our work, we rely on a highly capable momentum bal-

ance controller to handle disturbances, and we compute opti-

mized desired CM trajectories offline using derivative-free

methods. This methodology allows for more arbitrary con-

straints, objectives, and scenarios, including unknown contact

times and the non-linear dynamics of the full body that are

not captured by the simplified models often used for preview

control. These benefits come at the cost of requiring offline

optimization to compute. However, we shall demonstrate that

the computed reference CM trajectories (CMRTs) can be gen-

eralized and interpolated to allow for online balance control

of wider classes of motion.

Other approaches have also been explored, including con-

trollers that have their design informed by biomechanics [19]

or by motion capture data [20,21]. Animation also allows

for kinematic-dynamic hybrid methods, where kinematic

motions can be filtered [22–24], sequenced [25], modified

[26], or optimized [27] to produce physically plausible tra-

jectories for balanced motions on a variety of models (some

very much simplified, some not) and with varying degrees of

generality. We focus our work on controllers that can be used

with forward dynamics simulations, with the long-term objec-

tive of being able to directly author and simulate wide classes

of motion.

Many researchers in computer graphics, robotics, com-

puter vision, machine learning, and biomechanics have

discussed and explored the applications of dimensionality

reduction techniques so as to help in modeling and process-

ing of motion [28–35]. We also exploit dimension reduction

to permit an efficient computation of CMRTs. In particu-

lar, our work is similar to that in [29] in terms of solving

the optimization problem in low-dimensional search spaces

where a linear combination of basis vectors is used to com-

pute the solution. We also use principal component anal-

ysis (PCA) to find the basis from examples with similar

behaviors. In contrast to their work, we do not generate the

full motion; rather, we only apply dimension reduction in
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computing the CM trajectory that the character uses during a

task motion.

3 MOMENTUM BALANCE CONTROL

There are several features that are important for measuring the

postural stability of a simulated character: the CM, the CP, the

ground reaction force (GRF), and the base of support (BS). A

character has static postural stability if the gravity line from

its CM falls within the BS as defined by the convex hull of the

feet, and the GRF at the CP in the BS passes through the CM

[36]. For a dynamic character, a criterion for stability is that

its current state is within the set of viable states, that is, those

states for which a control trajectory exists that will prevent a

fall [37]. For any given character with joint and torque limits,

it is difficult to identify the complete set of viable states and

appropriate control trajectories. Instead, it is often easier to

design a controller that drives the character toward a config-

uration of static stability, even though this will only prevent

falls on a subset of the viable states.

We use momentum control for character balance as intro-

duced by Macchietto et al. [11]. This controller moves the

character toward static postural stability with a combination

of linear and angular momentum control. Linear momen-

tum control guides the CM on a trajectory defined by the

differential equation

L̇des = klm(cr − c) + dl(mċr − L), (1)

where m is the character mass, cr and c are the reference and

current CM positions, and kl and kd are gains that specify

the temporal properties of the desired CM trajectory. The ref-

erence cr is fixed with zero velocity at a position above the

center of support, while the gains are designed to produce a

slightly under-damped oscillation that quickly brings the CM

to rest at the reference position. The temporal gains affect how

closely the CM follows the reference CM, and ultimately the

trajectory of the actual CM will be influenced by other factors,

such as the desired posture. To put a physical interpretation on

the reference trajectory, we can think of it as being the other

end of a spring attached to the actual CM, and thus, it forces

the character to throw its weight back and forth in anticipation

or reaction. Angular momentum control is achieved by choos-

ing a trajectory for the CP, which will keep it away from the

edges of the BS, thereby avoiding situations where support

rotation can occur.

An angular momentum change Ḣ will occur when external

forces produce a torque about the CM. As such, the angular

and linear controllers are coupled because the linear momen-

tum control effectively dictates the GRF, and thus, through

selecting the angular momentum Ḣdes, the ground force can

be placed at a desired CP, which is likewise on a designed

trajectory toward static stability.

Momentum control for balance also takes into account

a reference character trajectory 𝜃r(t), although the motion

may ultimately conflict with the goals of static and dynamic

stability. The tracking control equation

�̈�𝑑𝑒𝑠 = kt(𝜃r − 𝜃) + dt(�̇�r − �̇�) + �̈� (2)

can have low gains kt and dt to allow for compliant reac-

tions to perturbations. Macchietto et al. define three control

objectives:

Cl = ‖L̇𝑑𝑒𝑠 − L̇‖2, (3)

Ch = ‖Ḣ𝑑𝑒𝑠 − Ḣ‖2, (4)

Ct = ‖W(�̈�𝑑𝑒𝑠 − �̈�)‖2, (5)

where each is a quadratic function of the acceleration �̈� and

dependent on the current state. They solve for the optimal

acceleration �̈�⋆ in the QP

min
�̈�

𝛽lCl + 𝛽hCh + 𝛽tCt s.t. Js�̈� + J̇s�̇� = a, (6)

where the linear equality constraint uses the support-foot

Jacobian Js to ensure that the foot remains on a moving

support surface with acceleration a. The weights 𝛽 allow

a tradeoff between tracking and balance, and the diagonal

matrix W allows the tracking of some joints to be sacrificed

more than others to minimize the balance objectives.

The QP specified by Equation (6) is solved by forming

the KKT system of equations [38], where LU decomposition

is used to solve for the optimal acceleration. The Jacobian

derivatives that occur in the constraint and in the objectives

can be assumed to be small and are thus ignored everywhere

in our computations. This approximation reduces the compu-

tational cost of the optimization setup and works well with the

motion examples addressed in our work.

3.1 Inverse dynamics

The last stage of the reactive control is to compute the inter-

nal joint torques from the optimal accelerations. The optimal

accelerations are typically computed at a lower rate than the

simulation, which saves on computation. We found 60 Hz

to be a reasonable optimization frequency to produce the

desired balance behavior. A floating base inverse dynam-

ics computation is done at each simulation step through the

equation

u = M(𝜃)�̈�∗ + C(𝜃, �̇�) + G(𝜃) + JT
s 𝜆, (7)

where M is the inertia matrix, �̈�∗ is the optimal joint accel-

eration, C is the centripetal and Coriolis term, G is the

gravitational force, JT
s is the support-foot Jacobian transpose,

and 𝜆 is the Lagrange multiplier. The 𝜆 term is a foot con-

straint that provides the necessary ground force through the

support leg to produce the optimal joint accelerations.

The inverse dynamics does not account for friction limits or

slip as we do not compute the frictional ground contact forces.

The error due to the difference between the effective frictional
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ground forces and those obtained from the simulation is typi-

cally corrected by the controller if not too large. Because our

motions do not involve extremely high velocities, we omit the

centripetal and Coriolis term in Equation (7) although these

terms are present in the final forward dynamics simulation.

Small errors due to the missing term in the inverse dynamics

will fortunately be corrected by the controller.

We solve Equation (7) by separating root and joint acceler-

ations in our inverse dynamics computation. This allows us to

set the root torques to zero and then find the Lagrange multi-

pliers that ultimately couple the root and joint accelerations.

Equation (7) can be split into two parts: the three root degrees

of freedom (for a planar character, as opposed to a 3D char-

acter with six root degrees of freedom) and the joints. We

construct the system of equations as follows (dropping (𝜃) for

simplicity):[
ur
ux

]
=
[

Mrr Mrx

Mxr Mxx

] [
�̈�∗r
�̈�∗x

]
+
[

Gr
Gx

]
+
[

Jsr
T

Jsx
T

]
𝜆, (8)

where subscripts r and x denote the components that belong

to the root and the actuated joints, respectively. As the root is

unactuated, we set ur = 0 and solve for the Lagrange multipli-

ers that compensate for the root accelerations. To do this, we

separate the upper blocks in Equation (8) and rearrange the

terms to solve for the unknown vector

𝜆 = (−J𝑠𝑟T )†(M𝑟𝑟�̈�
∗
r + M𝑟𝑥�̈�

∗
x + Gr). (9)

We then eliminate the root block row in Equation (8) and

use the computed Lagrange multipliers to find a new set of

joint torques that satisfy the foot constraint and are fed to the

simulation

ux = M𝑥𝑟�̈�
∗
r + M𝑥𝑥�̈�

∗
x + Gx + J𝑠𝑥T𝜆. (10)

In scenarios where the computed frictional forces provided by

the Lagrange multipliers violate the friction cone, or the effec-

tive CP location from the same computation falls outside the

BS, the character is inevitably going to fall. This means our

inverse dynamics solver is unable to find a solution to steer

the character back to a viable stable state. To ensure a plausi-

ble action of the character during the fall, the fall controller is

designed to be a joint-tracking critically damped low-stiffness

proportional derivative (PD) control using the last pose

as target.

While the control torques are desired to remain small,

large torques are also necessary to implement the response

to the joint limits. Although it is a requirement to gener-

ate physically plausible body motions, our inverse dynamics

does not take any torque and joint limit considerations into

account. Instead, we do this in forward dynamics where a

user-specified clamping threshold is used to avoid any exces-

sively large torques, while the hard constraints provided by the

simulation engine help to achieve the desired joint limits. This

might result in the controller failing more quickly when limits

are reached owing to not finding the optimal admissible accel-

erations. However, a properly tuned controller can typically

avoid such undesired conditions. We address this issue in

Section 6.

The balance control is exclusively reactive and does not

address the fact that it is sometimes advantageous to let the

CM move away from the BS temporarily so as to improve

stability, for instance, where there are interactions with the

environment.

4 REFERENCE TRAJECTORY SYNTHESIS

It is by modifying the CM reference trajectory in Equation (1)

that we can give our balance controller the ability to antic-

ipate. With anticipatory balance control, the character can

throw its CM forward or backward in advance of interac-

tions with the environment, or tricky balancing scenarios

due to fast motions or unstable poses in the reference pose

trajectory 𝜃r(t).
Given that the support can slip, we define the CMRT as

a displacement relative to a coordinate frame at the center

of the BS. We use a smooth function to specify the trajec-

tory, using a piecewise cubic interpolating spline with varying

knots. We typically use four control points because these pro-

vide the CMRTs a sufficient opportunity to pull back and forth

on the CM several times (for instance, both in anticipation

and in reaction); the small number of control points is also

helpful in simplifying our search for optimal CMRTs as we

discuss later. Longer duration dynamic motions may benefit

from more control points. We constrain the spline curve to go

through zero displacement with zero slope at the start and end

because we only wish to introduce a temporary modification

into the balance controller. Finally, we make the simplifica-

tion that the trajectory only includes horizontal displacement.

This is reasonable, noting that Macchietto et al. only track the

CM projection on the ground plane. Likewise, it is horizontal

displacements that have the largest direct effect on postural

stability. Just the same, we note that vertical fluctuations of the

CM could be important as they would generate fluctuations

in the GRF that might be useful in some scenarios, such as to

ensure the necessary friction forces for tracking motions with

large angular components. Although we only compute CMRT

for horizontal displacements of the CM, we note that lower-

ing the CM is still an important balance strategy addressed by

others, for instance, by Wang et al. [39]. We leave exploring

the vertical CM fluctuations open for future work.

4.1 Balance performance optimization

With our strategy of modifying the balance controller, we

still need a metric for determining what anticipatory CMRT

motions are appropriate for a given task. We choose to mea-

sure the performance of the balance controller based on

how far the CP strays from the center of the support. One

interpretation of this is that the balance controller will be

more robust in dealing with perturbations when the simulated
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character has its CP at the center of the BS. That is, when the

CP is near the edge of the boundary of the support, it becomes

easier for an external push to result in the undesired rotation

of the support foot.

Given the CP trajectory p(t) and the trajectory of the

center of the support s(t), we define a CP error trajectory

e(t)= p(t)− s(t). An example of the CP trajectory for a fast

bend motion before the optimization run is shown in Figure 1

(top). For an input motion, such as a change of pose over a

given duration, we create a simulation clip with a time inter-

val of interest, which includes a preparation time before the

motion for anticipatory effects and a decay time after the

motion to allow the character to approach static postural sta-

bility. We run the simulation at a fixed step size to collect

a time-discretized version of the clip’s error trajectory and

then compute our performance measure as the 2-norm of the

discretized error. This serves as our objective function in the

optimization of CMRTs. Note that when no ground foot con-

tact exists, we do not have a measurement of the CP error.

While we could treat this as a type of failure, we instead

remove these time steps from the error vector because we

occasionally observe intermittent contact in our simulation.

This is because we use the Open Dynamics Engine and choose

to keep ground contact constraints firm with a very small

constraint force mixing parameter of 7× 10−5.

Given that our objective function involves a physics simu-

lation of several seconds, we use the popular derivative-free

optimization method of covariant matrix adaptation (CMA)

[40]. Our parameter space has eight dimensions consisting of

the four control points and their knot values. We typically ini-

tialize the optimization with a flat spline with equally spaced

knot values, but we also use previous optimization results

as starting points when computing CMRTs for pose changes

at different speeds. As shown in Figure 2, CMRT has three

phases, namely, preparation, task, and decay. Preparation

is where the anticipation happens; the task refers to the motion

of interest, either a pose change or an environmental interac-

tion; and decay is where the character transitions between the

anticipatory and reactive controllers. Figure 1 (bottom) shows

the optimal CP error trajectory of the fast bending motion

using CMRT. We always use a preparation time of 1 second,

while we use different decay times, typically 1 second or

slightly longer depending on the duration of transients gener-

ated by the input motion. We scaled the parameter coordinates

into [0, 1] domain to have a reasonable parameter encod-

ing. This is essential as the formulation of the optimization

problem can have a large impact on the optimization per-

formance. We set the initial CMA standard deviation to 0.2,

which is a reasonable value for parameters that fall in a [0, 1]

range as recommended by Hansen [40].

Figure 7 shows convergence of the optimization for a

typical run. We use a stopping threshold to permit an early

FIGURE 2 Example of center-of-mass reference trajectory (CMRT) for

the fast bending motion

FIGURE 1 Example of center of pressure (CP) trajectory for the fast bending motion. The top and bottom plots show the CP before and after applying

center-of-mass reference trajectory (CMRT). The vertical bars specify the start and the end of the task motion
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optimization exit for a result known to be good. We other-

wise check for slow convergence during optimization, but

only after a minimum number of samples have been computed

across all of its iterations (typically 700). The stopping thresh-

old depends on dimension of the discretized error trajectory

(i.e., the clip length and step size), and we set the value based

on experience.

4.2 Interpolation and superposition of CMRTs

Figure 3 shows several CMRTs optimized with CMA for

a bending pose change at different speeds. Note how the

anticipation changes across the different speeds, with the

first knot occurring later for the slower motion. Furthermore,

the CMRT curves have smaller amplitudes for the slower

motions.

To produce a CMRT for a pose interpolation at an inter-

mediate speed, we interpolate the optimal solutions found at

adjacent speeds. We perform the interpolation using the knots

values and control points. This allows the knot values to shift

to accommodate a varying anticipatory control at different

speeds. Figure 3 also shows an example of the interpolated

curve in dashed lines. The legend of the figure demonstrates

that the objective function values for interpolated and opti-

mized curves are quite similar.

Up to now, we have only explored how to modify balance

control for individual input motions, but in a real usage sce-

nario, we would like to combine many input motions into
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interesting sequences. Our solution for this is to superpose the

displacements of adjacent CMRTs when they overlap. This

is a plausible strategy under the assumption that it allows the

anticipation of the next control modification to add to that

happening in the decay time of the previous. We expect that

one of the reasons why this can work well is that the opti-

mal CMRTs in the decay window tend to be small. Figure 4

shows an example of superposed CMRTs of four changing

pose motions.

5 REDUCED DIMENSION CMRT
COMPUTATION

By looking at sets of CMRTs for different motion examples,

we can observe an interesting similarity among some of the

solutions, such as what we see in Figure 3. This similar-

ity shows considerable correlation in our CMRT parameter

space across a number of examples. While CMRTs can vary

significantly in pose change scenarios, when it comes to

environmental interactions, they generally demonstrate large

similarities regardless of the character morphology, the mag-

nitude of the external forces, and the motion speed. This

means, for example, that the strategy for pushing an object or

kicking a door essentially requires similar CM reference tra-

jectory in terms of the direction the CM is thrown and the

overall formation of the CMRT, regardless of the difference in

displacement and motion time scales. This is mainly because

in a single contact interaction scenario, we typically abstract

the task with a single force that is either pushing the character

CM backward or pulling it forward. Rather than performing

optimization in full coordinate, we can therefore reduce the

computing time of the CMA-ES optimization by construct-

ing and searching a lower dimensional space for such cases.

This will be a minor optimization that does not add much

complexity to the method.

We use PCA to generate a set of orthogonal basis vectors

that are found from examples of motions with similar tasks.

If we build the PCA basis for a particular kind of task, then

optimizing new examples within that task space will be fast

if we use the PCA basis. This will result in a good solution

provided that the range of motions for performing the task

exhibits CMRTs that are well characterized by the PCA space.

We solve the optimization problem in a reduced space by rep-

resenting and evaluating each CMRT as a linear combination

of three basis vectors. As we show in Section 6, reducing the

parameter space from eight to three may help the optimiza-

tion converge up to seven times faster, while the performance

of the PCA CMRT drops only as small as 3.4% when applied

to a motion of interest such as the domino push.

5.1 Formulation

Computing principal components is done through perform-

ing singular value decomposition on a data matrix consisting

of samples of the same parameterized motion. We construct

a rectangular matrix, A, where the parameters of each CMRT

are assembled into a row vector. A is of size n× p, where

n is the number of samples and p is the number of vari-

ables. In the case of eight-dimensional CMRTs, we have

p= 9, because we also take the motion length into consider-

ation as an added dimension to our CMRT parameter space.

This allows us to deal with different samples with different

motion lengths. Principal component analysis demands that

the data are centered such that all of them have zero empiri-

cal mean. We center the data matrix in a pre-processing step

before performing singular value decomposition. Performing

singular value decomposition of A, we obtain a decomposition

A=USVT , where U has the same size as A, S is the diagonal

matrix of singular values, V contains the principal axes, and

the columns of US are principal components scores. For any

k< p, we can reduce the dimensionality of the data matrix by
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FIGURE 5 Individual principal components computed through performing principal component analysis on the samples collected from the domino example

with different wall masses
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truncating the basis vectors, and the error is minimized in the

least square sense. This yields principal axes to reconstruct

the data matrix Ak = UkSkVk
T . Figure 5 shows individual

principal components obtained by performing singular value

decomposition on an example set of CMRTs for the domino

motion.

5.2 Reduction and reconstruction

The singular values, which lie on the diagonal of S, iden-

tify the importance that each basis vector has in reproducing

the CMRTs. The variance-explained plot shown in Figure 6

demonstrates both the proportion of variance and the cumu-

lative variance explained by each principal component. As

discussed in [28,41], the plot has been suggested as an aid in

selecting the number of principal components by examining

the “elbow” in the plot. Although there are some automatic

methods of finding the elbow in the scree plot [42], picking

the elbow can be subjective in general. As a result, we might

choose to set the cutoff using heuristics to locate the elbow as

well as looking at the tests.

While we may overestimate the number of dimensions,

we set the cutoff at k= 3. This is because we found out in

our tests that k= 3 always finds solutions to the task given,

if there exists one, while performing optimization in lower

dimensional spaces oftentimes fails to converge in dealing

with hard tasks. This choice is also reinforced when we look

at the example convergence plot in Figure 7 as k< 3 yields

relatively poor function values and k> 3 converges more

slowly without improving the function value significantly. For

fair comparison, we use similar optimization setups in the

given plot. All optimization runs were initialized with the

same best solution of an easier close problem, the CMRT to

a domino problem with a wall mass of 90 kg, to initialize the

optimization at the same point in the search space.

FIGURE 6 The variance-explained plot demonstrates the proportion of

variance (solid blue) as well as the cumulative variance (dotted blue)

explained by the principal components

The stop threshold in CMA-ES is set such that a slow con-

vergence is detected and used as a point of reference for

the charted comparisons. That is, if no improvement larger

than 5% is achieved in the function values over a time win-

dow of 100 iterations, we halt the optimization. Note that we

are not only looking at improvements in the optimization to

stop it but also basing our stop threshold on the significance

of such improvements. This means we measure the perfor-

mance of CMA-ES by computing how much the function

value improves at the cost of extra iterations. We use the same

termination criteria for both reduced and unreduced scenar-

ios so that we remain consistent in computing the PCA-based

optimization speed ups. In Figure 7, we apply this heuristics

only to the unreduced optimization while we let the reduced

FIGURE 7 Example of CMA-ES convergence plot for the domino example

with a wall mass of 110 kg. The plot compares the computing time of a full

coordinate optimization, shown as dotted blue, and the low-dimensional

optimization for different principal component cutoffs, shown as solid lines.

Note that we do not show the rest of the convergence plot as all data remain

flat and unchanged to the right of the plot. A lso, the function values, shown

as light blue bars, belong to the original center-of-mass reference trajectory

solution, and they start to decrease after 700 iterations. We do not include

those function values in this plot to keep the convergence lines

distinguishable

FIGURE 8 The difference between the original and reconstructed

center-of-mass reference trajectories (CMRTs) for the domino example with

different wall masses, where the choice of reduced dimension is 3. The

difference between the two curves for each wall mass is shown by filling the

gap (the error) between the two trajectories. This means that in areas with

thicker curves, the reconstruction error is larger. Overall, original and

principal component analysis CMRTs match very closely
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optimizations pass beyond their stop threshold only for the

sake of convergence comparison. In general, we terminate

both reduced and unreduced CMRT computations accord-

ing to the heuristics discussed above and use the resulting

iteration numbers to compute the speed-up factor.

Figure 8 shows an example of reconstructing CMRTs using

a reduced basis with only three components. The reduced

CMRTs have very small error, in the least square sense,

and typically match the original solution. The closely match-

ing curves make it hard to have a plot with distinguishable

lines. Instead, we highlight the difference between the original

solutions and the reconstructed ones by filling the gap

between the two curves. This means the varying thickness

of each CMRT represents the amount of error between the

original and reconstructed solutions.

6 RESULTS AND DISCUSSION

We use a collection of characters in our experiments, includ-

ing a humanoid, a heavy sumo wrestler, and a lion. The goal

is to demonstrate that our anticipatory control policy is able

to deal with different characters regardless of their morphol-

ogy, size, and weight. For the simulated humanoid character,

the physical properties, such as mass and dimension, are taken

from available anthropometric data [43]. For the rest of the

characters, we used our best judgments in the design process.

All optimizations and simulations were single threaded and

were run on a 3-GHz machine with 4-GB RAM. Simulations

use Open Dynamics Engine with a time step of 0.001 seconds,

and in our implementation, it takes approximately 0.5 seconds

of computation time to simulate 1 second of motion. To adapt

Open Dynamics Engine to our two-dimensional framework,

we make sure all the physical quantities in the simulation

have zero values in the third dimension by manually set-

ting them to zero in each simulation step. This includes

body positions and velocities, as well as forces and torques

applied to the rigid bodies. Also, we ensure the computations

in our controllers remain planar by removing the irrelevant

off-plane quantities from optimization and inverse dynamics

computation. The coefficient of friction is set to 1. Torque

limit of 2000 N m is constant for all the joints. This is cer-

tainly larger than actual limits of a human, but it ensures

that the results do not include examples that are completely

implausible.

We present results for a variety of motions and tasks,

which are best seen in the Supporting Information video.

We first demonstrate that we can reproduce results similar

to those demonstrated by Macchietto et al. [11]. The desired

kinematic trajectories for the motions are authored using

ease-in-ease-out key frame interpolation. The CMA objec-

tives are as outlined earlier, with the exception of the ball

catching example, where the objective heavily penalizes

solutions when it is not feasible to catch the ball.

6.1 Examples of anticipatory motion

6.1.1 Dynamic motions
We author a number of highly dynamic motions using

pose-to-pose transitions. One of these is shown in Figure 9.

In this figure, the two cyan dots mark the CM location and its

ground-plane projection, while the green vertical line illus-

trates the CM reference location. The anticipation via the

CMRT is critical to the success of the motions. Executing

the desired pose change without anticipation results in a loss

of balance in the forward direction because of the fast leg

swing. The CMRT anticipates this and compensates by mov-

ing the CM to the right in the early phases of the motion. Pose

FIGURE 9 Fast pose-to-pose transition. Top: without anticipation, the center of mass (CM) moves to the edge of the support. Note the stance heel lifting off

in the third frame. Bottom: with anticipation, the CM stays close to the center of the support. Note that the reference CM location is far to the right in the

second frame
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transitions can be concatenated together in sequence, with the

character briefly coming to rest at each desired pose, as shown

in Figure 4 and in the Supporting Information video.

6.1.2 Interpolation
The spline knots that define the CMRTs can be interpolated

to yield valid and effective CMRTs for intermediate motions.

We evaluate this using pose-to-pose transitions that are

linearly retimed to produce a family of motions at different

speeds. Figure 3 compares the fidelity of the interpolated

CMRT with that of a CMRT that is specifically optimized for

the given motion speed.

6.1.3 Heavy ball catch
Figure 10 shows the effect of anticipation when catching a

7-kg ball. The weight results in a forward loss of balance

FIGURE 10 Catching a heavy ball. Top: character falls without anticipation. Middle: character maintains balance with anticipation. Bottom: anticipating a

heavy ball but catching a much lighter ball leads to a backward fall

FIGURE 11 Punching a boxing bag. Top: without anticipation. Middle: with anticipation. Bottom: reactive controller takes over and manages to balance the

character when a double punch misses the boxing bag
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FIGURE 12 Domino example. Top: pushing the first heavy object with enough strength to make all the objects fall consecutively. Middle: without

anticipation, the character falls backward. Bottom: a successful push is done with anticipation

that is not within the capabilities of the momentum-based

controller if it is seen simply as a disturbance. The CMRT

draws the CM to the right in anticipation of the impact

of the catch. If the ball ends up being much lighter than

expected, this compensation then becomes problematic, and

the character falls backward as a result, as shown in the

bottom row.

6.1.4 Punching bag
In this example, a 30-kg punching bag is hit, as shown in

Figure 11. Without anticipation, the reactive force from the

punch results in backward loss of balance. With an optimized

anticipatory CMRT, a forward lean is initiated prior to the

punch, and the striking force of the punch acts to help restore

the balance. However, if the bag is much lighter than expected,

the character will stumble forward. In this case, the balance

controller overcompensates as the prior knowledge of time

and characteristics of the environmental interaction do not

match those of the actual scenario. We present this case as a

feature rather than a failure of our balance controller because

it shows that the character succeeds to maintain balance by

quickly switching to the reactive controller to prevent a fall

when the anticipation is intentionally misguided.

6.1.5 Domino push
This example involves a push that topples a heavy 140-kg

object. As shown in Figure 12, pushing without anticipation

causes the character to fall backward as a result of the push.

The optimized reference trajectory shifts the CM forward

early on in the motion, thereby helping to use the character’s

weight during the push, as well as allowing the action of the

push to result in the restoration of balance.

6.1.6 Sumo pulling a box
Figure 13 demonstrates how an optimized reference CM helps

pull an object without loss of balance. The character is a

180-kg sumo wrestler that pulls a 35-kg object via a chain that

weighs 2.25 kg. Without anticipatory CMRT, the character

falls in the forward direction as a result of the reactive force

from the pulling action. A successful pull is achieved through

applying the CMRT where sumo leans backward prior to

performing the task, helping it compensate the forward

pulling force.

6.1.7 Hitting the bouncing tire
In Figure 14, we investigate a scenario of hitting a moving

object by a lion with a mass of 180 kg, approximately 100 kg
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FIGURE 13 Sumo pulls a 35-kg box. Top: the scene. Middle: without anticipation. Bottom: with anticipation

heavier than the humanoid. The task is defined for a lion that

hits a bouncing tire while standing upright on its feet. The tire

mass is 32 kg and has initial vertical and horizontal veloc-

ities of −8 and 1.5 m/s, respectively. Without anticipation,

the lion falls backward once it touches the tire because the

reactive controller fails to deal with the disturbance success-

fully. The optimized CMRT prepares the lion ahead of time by

drawing its CM toward the bouncing tire. Compared with the

humanoid, the lion has 10 more degrees of freedom (25 vs 15)

with a different morphology. We are able to compute the nec-

essary anticipatory CMRT without making any adjustments

to the reactive controller or the CMRT optimization.

6.1.8 Dodging the bouncing tire
So far, we have seen how the optimized CMRT can be used

to draw the CM backward or forward to steer the character

to a safe state when performing a task. The CMRT can also

be applied to adjust the height of the CM for certain tasks

that require such adjustments, such as dodging or catching an

object at a height, although for the latter we might need to

compute both vertical and horizontal CMRTs. One example is

shown in Figure 15. We set up a similar scenario as the previ-

ous example, and the lion is expected to anticipate the proper

adjustment to its CM height so as to dodge a bouncing tire.

The initial vertical and horizontal velocities of the tire are 0

and 4.5 m/s, and it has the same mass as before. Pose change

alone with no anticipation results in the lion failing to lower

its CM enough, and it falls backward consequently. With

anticipation, the lion completes the task without loss of bal-

ance. We use the same objective function in the optimization

as in the other examples.

6.2 Timings and convergence

6.2.1 Optimization timings
The run-times of the optimizations are given in Table 1.

Motions typically require 1 to 10 minutes to optimize. How-

ever, the computation time for the bending motions demon-

strates one of the more difficult cases. The optimization

times are large because the input motion is harder to bal-

ance. The interpolated motion of the start and end poses has

the ground-plane projected CM travelling mostly outside the

BS. Because the motion is difficult to balance, fewer of the

CMRTs randomly generated during the optimization process

will result in good balance behaviors.

6.2.2 PCA convergence speed up
Table 2 shows the computation time and function value of

low-dimensional optimization runs and compares them with

full coordinate optimization results. The tabulated results are

all from the domino example and demonstrate different wall

masses, ranging from 30 (easy) to 150 kg (hard). We collected

in total a set of 11 different CMRT samples in the test runs

before performing PCA. We did similar optimizations for

other examples as well. We found data sample set sizes of

10 to 20 CMRTs to be conveniently large to cover a broad
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range of motions over the task parameter, whether the param-

eter of interest is the speed of pose change, the object mass to

pull/push/catch, or the force of a punch.

We did not encounter any instances in our CMRT com-

putation where the full coordinate optimization produces a

solution but the low-dimensional optimization fails to gen-

erate a similar CMRT. The results suggest a computation

speed up in all cases of optimization in the reduced space.

To see how well the reduced space CMRTs work in prac-

tice, we compute the relative error of their function values

with respect to the values obtained from original CMRTs.

The table shows little to no difference between the function

values of the reduced space solutions and those of the unre-

duced ones. In general, we can see up to seven times speed up

in computing the solutions while only compromising for less

than 3.4% of their quality.

6.2.3 Higher dimension CMRT
Eight-dimensional CMRTs have proven to be effective in

producing optimized reference CM trajectories throughout

our work, as shown so far in this section. One choice in

constructing CMRTs is the number of knots and control

points used to generate them. We ran a number of tests for

CMRT splines with additional knot points so as to investi-

gate the effects of the added parameters on the optimization

convergence speed as well as any improvements to their

function values. Figure 16 shows an example of the exper-

iment, where we study the same domino example with two

different wall masses. To compute the high dimensional

solutions, we search a 16-dimensional search space with

four additional knots and four additional control points

used in creating the solution splines. Despite the added

high-frequency subtleties in the solution, as illustrated in

Figure 16, no significant improvement has been achieved.

For the domino test with 70-kg wall mass, the CP profile

improves 9.5%, but the optimization converges 2.5 times

slower. Likewise, for the experiment with 110-kg wall mass,

we gain on the CP profile 7% by making the computing

time about three times slower. The enhanced performance

of the CMRT solution computed through searching

a higher dimensional space is insignificant to the extra

computation cost.

FIGURE 14 Hitting the bouncing tire. Top: the scene. Middle: without anticipation. Bottom: with anticipation
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FIGURE 15 Dodging the bouncing tire. Top: the scene. Middle: without anticipation. Bottom: with anticipation

TABLE 1 Center-of-mass reference trajectory computation times for
different motion clips

Motion L P T D 𝛿 N C

Push dominoes 3.0 1 0.35 1.65 0.6 149 328

Catch ball 3.0 1 0.3 1.7 0.9 18 40

Slow bend 2.6 1 1.2 0.4 0.9 328 641

Fast bend 2.6 1 0.4 1.2 1.1 683 1366

Pull weight 3.0 1 0.3 1.7 1.76 121 1179

Hit tire 6.0 4 0.3 1.7 0.09 471 4948

Dodge tire 4.0 1 1.5 1.5 0.14 459 2460

L is the clip duration (including prep, task, and decay times), P is the preparation

time, T is the task duration (task or pose change), D is the decay time, 𝛿 is the

covariant matrix adaptation convergence threshold, N is the number of iterations

computed, C is the computation time, and all times are in seconds.

6.3 Tuning the controller and gain scheduling

6.3.1 Tuning the reactive controller
The terms in the momentum control objective function in

Equation (6) are normalized to better allow for transfer-

ability of the weights 𝛽 between different characters. The

TABLE 2 Speed up achieved through low-dimensional optimization for
the domino example

Wall Mass itrr fvr itru fvu S× Re%

30 71 1.096 143 1.086 2.01 0.9

60 56 1.128 270 1.09 4.82 3.4

90 32 1.325 231 1.299 7.21 2

110 113 1.467 451 1.467 3.99 0

150 163 1.741 309 1.726 1.89 0.8

The wall mass is in kilograms; itrr and f vr are the number of convergence iterations

and the function values in the reduced space, respectively; itru and f vu are the same

parameters but in the unreduced case; S is the convergence time speed up; and Re
is the relative error of the reduced dimension function value when compared with

the original unreduced results.

normalization of the terms makes it possible to use the same

weights for all the characters, regardless of their morphol-

ogy and mass, and achieve similar balance behaviors. Also

the temporal tracking and momentum gains all fall in a sim-

ilar range, making the tuning task easier in the process of

creating new characters. However, finding the right weights

and gains is still subjective because our expectations of a
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FIGURE 16 Comparing 8D center-of-mass reference trajectory (CMRT; pale dotted curves) and 16D CMRT (solid curves) for the domino example with

wall masses of 70 and 110 kg

plausible motion could vary from case to case. For instance,

we expect that a heavy humanoid have higher stiffness and

damping gains in its tracking term compared with an aver-

age humanoid, in which case we might need to make minor

adjustments to the parameters to produce the desired behav-

ior. When tuning the humanoid, we also allow for more

pronounced arm rotation strategy produced by the angular

momentum term through lowering the corresponding joint

weights in the tracking weighting matrix W, while the rest of

the joints have equal tracking weight of 1. A similar strategy

is also used to make the lion’s tail move more freely owing to

the angular momentum term, as shown in our demo videos in

the Supporting Information.

6.3.2 Gain scheduling for anticipatory balance control
In dealing with certain tasks, we might need to schedule

gains for different parts of a motion; otherwise, the character

fails to perform the task of interest successfully. For example,

performing a fast bend by the character requires higher tem-

poral gains in the tracking term as well as a higher weight in

the objective function. Because a fast bend motion conflicts

with the momentum objectives, the controller sacrifices a fast

tracking in the favor of a more stable CM time trajectory pro-

duced by the momentum terms, unless we temporarily change

the weights of the optimization objective function during the

task. Our gain scheduling algorithm is an ease-in-ease-out

function to change the weights in the objective function as

well as the temporal gains whenever necessary. Our strategy

to schedule the gains is based on first tuning the reactive con-

troller to get a desired balance motion without any interactions

with the environment or any fast pose changes and to then

find the right set of parameters for the task time window that

ensures that the character is able to perform the target motion

correctly. Table 3 shows a number of examples where we

apply gain scheduling when computing the CMRT. Instead

of providing actual values, we only show how the weights

TABLE 3 Application of gain scheduling to the task time window for
different example motions when computing the center-of-mass reference
trajectory

Tracking Linear Momentum
Motion 𝛽 t (%) kt (%) dt (%) 𝛽 l (%) kl (%) dl (%)

Fast bend ↑15 ↑100 ↑30 ↓40 ↓60 ↓40

Push dominoes ↑20 ↑150 ↑150 ↓75 ↓25 ↓25

Pull weight − ↑150 − − − −

Hit tire − ↑150 − − − −

Weight 𝛽 controls the tradeoff between tracking and balance, and k and d are

stiffness and damping values in the corresponding control objectives.

and gains change during the task in the table. We found that

the produced motions are somewhat sensitive to these gain

adjustments, but in general, our experiments have shown that

these changes yield the desired motion as long as they are

within 50% of the suggested gains. We found it sufficient to

only address the tracking and the linear momentum objectives

in our gain scheduling algorithm because the angular momen-

tum objective is indirectly influenced by changes to the

other terms.

7 CONCLUSION

We introduce and evaluate a method that enables balance

controllers to be anticipatory. For a given desired motion or

task, the CM reference trajectory is optimized to achieve the

best performance. This allows for more dynamic motions than

can be achieved with non-anticipatory balance models, and

also allows for standing tasks that can exploit CM manipula-

tion so as to perform better at force-based interactions with

the environment. Our work can also be seen as introducing

a pre-computed version of “full body” preview control to

the control of balance for physics-based animation, coupled
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with a highly robust angular-and-linear momentum balance

strategy. This allows for classes of motion that would oth-

erwise fail with preview control methods that use simplified

models, such as a fast rotation to a crouched position and

dynamic pushes. The anticipatory shifts of the CM further

reflect a simulated character’s intent and expectations in

performing a given action. Moreover, we demonstrate that

the learned reference trajectories can be successfully gener-

alized using interpolation and extrapolation. Our work also

suggests PCA as a possible way to improve performance for

motion examples with certain level of similarity. We demon-

strate how computing CMRT in a reduced search space may

increase the performance of the optimization while ensur-

ing the computed solutions result in plausible anticipatory

balance behavior. Last, we provide examples of characters

with different morphologies and show that our controllers

generalize well without requiring further tuning.

7.1 Limitations and future work

There exist many directions for future work. We wish to

extend the method and results to fully 3D examples. Our

anticipatory balance control can also be integrated with bal-

ance models that take one or more steps so as to recover

balance, and systems that are equipped with a collection of

other controllers. Currently, the method assumes that one or

both feet are in contact with the ground. We wish to explore

extensions of the method that allow for flight phases and

other forms of intermittent contact with the ground or the

environment. Exploring other techniques for robustly han-

dling uncertainty of the balance state, such as optimizing

feedback gains through linear or nonlinear quadratic regula-

tor methods, is also another path of interest to follow. It is

likely possible to develop online versions of motion-specific

or task-specific anticipatory balance control with appropri-

ate task abstractions and dynamic abstractions. Using linear

momentum instead of the CM as a reference trajectory is an

interesting alternative to explore in future work. We also wish

to better understand the sensitivity of human observers to

perceiving shifts of the CM in various contexts, and to under-

stand how anticipatory balance control is achieved in human

motor behaviors.
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